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We propose continuing the production of dynamical anisotropic Clover configurations suit-
able for spectroscopy and simple hadronic physics. We request using the USQCD clus-
ters (not the QCDOC) in this next allocation year. This proposed work complements the
Nf = 2+1 anisotropic clover production that is underway at ORNL under the DOE INCITE
2008 award given to USQCD. The time requested in this proposal is only for the lattice gen-
eration and not for subsequent valence calculations. We request using the equivalent of 4.18
million node-hours (6n cluster) under the Class A proposal guidelines.

I. PHYSICS GOALS

In order to really understand QCD and hence test whether it is the complete theory of the
strong interaction, we must know the spectrum of mesons and baryons that it implies and test
those spectra against high quality data. The complete combined analysis of available experimental
data on the photoproduction of nucleon resonances is the 2009 milestone in Hadronic Physics
(HP), and the measurement of the electromagnetic properties of the low-lying baryons is an HP
2012 milestone. The so-called hybrid mesons, in which gluons play an explicit structural role, are
equally important; recently, the 12 GeV upgrade at Jefferson Laboratory has received “CD-2”,
an important milestone in the project, and the GlueX Collaboration proposal to seek information
about exotic mesons is a flagship component of the upgrade, yielding insight into the origins of
confinement.

Given the current intense experimental efforts in hadron spectroscopy, the need to predict
and understand the hadron spectrum from first principles calculations in QCD is clear. In this
proposal, we continue the comprehensive study initiated last year of the spectrum of both baryons
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and mesons, including exotics, in full QCD.
The relevance of this work to DOE’s mission is illustrated in the Executive Summary of the

SciDAC-2 proposal, namely that this work intends to “calculate the masses of strongly interacting
particles and obtain a quantitative understanding of their internal structure”. In addition, the
configurations that are generated are of use to the wider QCD community. Thus the time requested,
the equivalent of 4.18 million node-hours (6n cluster), is justified under the guidelines of a Class
A proposal.

This proposal focuses on the more computationally demanding part of this program, namely the
generation of the lattices themselves. We believe they are more widely useful besides the accompa-
nying work described here. There are two critical components to the Spectrum project. The project
by Richards et.al. has focused on the excited baryon spectrum. Another critical component of the
Spectrum project is the calculation of the exotic π1 photo-coupling amplitude which is relevant for
JLab’s Hall D program. This project (J. Dudek et al.) will use these Nf = 2 + 1 configurations
for a calculation of the transition form-factors in the hybrid channel, as well as for higher spin
states and excited states, at the strange quark mass and within charmonium. This latter part of
the project is a continuation of the charmonium spectrum project and transition work published
in Ref. [1, 2], and the technology developed there will enable the first calculation of excited state
transition form-factors. There is also a proposal for excited state transition Nucleon form-factors
(H.-W. Lin et al.) relevant to JLab’s Hall B program moving beyond the exploratory quenched
calculation done over this year. In addition, the technique of stochastic estimation of multi-hadron
states (J. Juge et al.) will be applied to the large volume Nf = 2 Wilson configurations generated
last year . There is also a new project to determine the ∆ magnetic moment via a background
field (C. Aubin et al.).

The larger lattices that we propose will also be used to study hadron-hadron interactions of
two baryons, each containing one very heavy quark that provides an unambiguous center-of-mass.
With the anisotropic lattices, we can use two-baryon sources and two-baryon sinks, with a varying
displacement R between the two baryons, in order to study the Born-Oppenheimer potential V (R)
between the baryons. Our operators for ground-state baryons have shown that baryonic states
achieve a plateau quite close to the source and this will be essential in order to determine the
interaction potential. The use of baryonic operators with different spin projections will allow us to
study the spin-dependence of the static interactions.

II. PROGRESS TO DATE

We have recently completed a calculation of the excited state nucleon spectrum [3] on a 2.4fm
spatial lattice size in the quenched approximation at a moderate pion mass of 490MeV. Along
with our earlier calculation on smaller lattice sizes [4], but with a much larger operator basis,
these studies have demonstrated our ability to isolate many excited states in a given spin and
parity channel using the group theoretical techniques we have developed in Refs. [4, 5, 6]. The
spectrum of isospin I = 1/2 states, albeit at a 490MeV pion mass, is shown as the left-hand panel
in Fig. 1. The right-hand panel shows the experimental spectrum, with states assigned according
to the irreducible representations (irreps) of the cubic group; even in this quenched calculation,
there are tantalizing suggestions of the existence of a band of negative-parity states well separated
from the higher excitations, as observed experimentally. The importance of optimizing the quark
field and gauge field smearings were demonstrated in Ref. [5].

The ability to extract many energy eigenvalues for each irrep admitted by the lattice has never
before been achieved in a lattice calculation of the baryon spectrum. This proposal will facilitate
the generation of the lattices necessary for us to accomplish the same feat in full QCD, and over
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FIG. 1: The left-hand panel shows the spectrum of energies [3], in lattice units, obtained in the quenched
approximation on anisotropic lattices with temporal lattice spacing at ' 6 GeV, mπ ' 490 MeV, and a
spatial lattice size of 2.4fm. The right-hand model shows the experimentally measured spectrum, assigned
to the irreducible representations of the cubic group.

a range of pion masses. Furthermore, we will be able to delineate the two-particle states and, by
comparing the wavefunction overlaps of the states as well as the pattern of energy degeneracies
with the approach to continuum, identify their spins. This will be a major accomplishment on the
road to an understanding of the degrees of freedom of QCD.

The next step involves comparing these results for point-to-all progagators to stochastic source
techniques. This program (P.I. Jimmy Juge: 2007 USQCD allocation) is ongoing. It is expected
that the stochastic techniques will be needed to disentangle the excited state spectrum from multi-
particle states.

Of course, full QCD configurations are needed to properly disentangle multi-hadron states. In
a step towards the final goal of determining the spectrum in Nf = 2+1 flavors, we have completed
generation of a set of Nf = 2 anisotropic Wilson gauge and Wilson fermion lattices with spatial
lattice spacing as = 0.11 fm, as/at ∼ 3.0 with mπ = 400(36)MeV on lattice sizes of 163 × 64,
243 × 64 and 323 × 96, and 572(29)MeV at 163 × 64 and 243 × 64 as demonstrated in Table I.
Roughly 20k trajectories were generated providing a crucial high statistics testbed for further
developing the variational methods and multi-hadron extraction techniques. The mπ = 572 MeV
point provides a cross check of the quenched calculation with the same gauge and fermion action,
while the mπ = 400 MeV point provides the first test of the method in a region with possible
multi-hadron states.

The first (preliminary) results of this fixed coefficient approach are shown in Fig. 2. Here
we see a very precise extraction of multiple excited states in the postive parity channel down to
mπ = 400MeV. This result is an important milestone for this project. It demonstrates that in
full QCD, and in a relevant pion mass range, that we can accurately extract excited state masses.
Here, the fourth state in the G1g channel has less than a 2% statistical error! Now that we know
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FIG. 2: Some selected results from the Nf = 2 nucleon mass spectrum. The masses were extracted from
single exponential fits to the optimized correlator in each of the excited state and parity channels. Results
are based on 800 Nf = 2 dynamical 243× 64 anisotropic lattices using the Wilson gauge and fermion action
with as ∼ 0.1 fm, as/at ∼ 3.0, and mπ ' 400 MeV. These correlators come from a 16×16 correlation matrix,
where 1 single site, 3 singly-displaced, 5 doubly-displaced-I, 2 doubly-displaced-L, and 5 triply-displaced-T
operators were chosen. The correlators are diagonalized at some time slice, and these eigenvectors are used
to rotate or “precondition” the original correlator matrix into an optimal form. The masses are extracted
from single exponential fits in these optimized channels. The resulting simultaneous fit results with both
the negative and parity states are shown.

we can extract these states to this accuracy, the next step is the expansion of our operator basis
to multi-hadrons to disentangle threshold effects.

III. COMPUTATIONAL STRATEGY

A. Actions

The use of anisotropic lattices is essential to this project. The dense excited state of baryons
extends to around 3 GeV. Using conventional isotropic lattices, with spacings around 2 GeV−1,
one can expect significant lattice discretization errors. Using a highly anisotropic lattice, e.g.
with temporal lattice spacing of 6 GeV−1, the discretization errors are reduced and better signals
are provided for excited states. A well defined positive-definite transfer matrix is crucial to the
determination of the excited state hadron spectrum (as well as the glueball spectrum). For this
reason, a chiral fermion action, such as the overlap action, is not preferred since the lack of positivity
results in unphysical oscillations in correlators. Finally, it is important to use fermion and gauge
actions with small scaling violations.

For this project, we have chosen to use the Nf = 2 + 1 anisotropic Clover fermion action [7, 8]
with Stout-link smearing [9] of the spatial gauge fields in the Clover action. E.g., the gauge fields
entering the fermion action are not smeared in the time direction, thus preserving the positivity
of the transfer matrix. In addition, we use a tree-level tadpole-improved Symanzik gauge action
with no 1 × 2 rectangle in the time direction. This gauge action was used for the determination
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FIG. 3: The final results of the tuning. The horizontal and vertical axes are the renormalized gauge and
fermion anisotropies, resp., for different bare gauge and fermion anisotropies. The target anisotropy of 3.5
is the red circle. The points closest to the target circle show that we can achieve the fine tuning to about
3% accuracy. No signficant dependence of the anisotropies on the mass can be seen.

of the glueball spectrum [10]. First anisotropic Nf = 2 stout-link smeared simulations, but with
the Hamber-Wu action, have been performed in Ref. [11]. For our project, only two iterations of
Stout smearing are used with a weight of the staples of ρ = 0.14 which is below some critical (but
classical) upper bound where the glue fields get inordinately amplified [12]. The principal reason
for using a Stout-smeared fermion action is to make the fermion matrix more stable at small quark
masses. Also, different lattice spacing scales are involved. The time direction is very fine, and after
the spatial Stout smearing we find the tadpole factors for the temporal and spatial links to be very
nearly 1. This means that one might expect the tadpole corrected tree-level Clover coefficients
might to be very near to their non-perturbative estimates, and this is in fact what we observe.
Namely, while we did not attempt to non-perturbatively tune the Clover coefficients; nevertheless,
they are in fact compatible with being non-perturbatively tuned.

We have employed a new method for the tuning of the anisotropies based on the Schrödinger
functional method at zero renormalized quark mass [13, 14]. In this method, a chromo-electric
background field is applied across the lattice - either in time or in a space direction. This back-
ground field lifts the classical zero modes of the fermion action thus allowing dynamical simulations
directly at zero current quark mass. Gauge tuning has followed methods developed in Ref. [15, 16].
However, we can apply a background field in a space direction and still determine the renor-
malized gauge anisotropy in the chiral limit. This technique allows us to scan the bare gauge
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FIG. 4: The figure shows the scaling behavior of various actions. Our studies are shown as the crosses for
Wilson action (blue), Wilson with stout links (green) and clover (red); the anisotropic clover actions shows
the good scaling behavior required for studies of the spectrum

anisotropy space cheaply, and find candidate bare parameters for a later determination of the
fermion anisotropy. The gauge and fermion tuning strategy used in this project are described in
more detail in Appendix A.

We show the final result of the tuning in Fig. 3. This plot shows the renormalized gauge
and fermion anisotropies as a function of the different bare gauge and fermion anisotropies. Very
importantly, we find no statistically significant dependence of the bare anisotropies on the mass.
However, there is a strong dependence of the renormalized anisotropies on a linear combination
(with positive weights) of the bare anisotropies (as expected). We note that we can tune the
renormalized anisotropies to the target anisotropy to within a 3% accuracy.

The lack of mass dependence is in contrast to the work of CPPACS who used Nf = 2 tadpole-
improved Clover but with no stout-smearing, and also the Iwasaki gauge action [16]. They find a
strong mass dependence which is presumably related to their different choice of fermion action (no
projector property), no stout-link smearing (the choice of clover coefficients becomes important),
the different choice of clover coefficients (this is discussed some in Ref. [8] where this form of fermion
action arises), and the choice of gauge action. The fact that we see no significant mass dependence
allows us to fix the anisotropies for all masses, thus greatly simplifying our efforts.

The combination of the tuning, controlling the lattice spacing, and tuning the strange quark
mass is rather involved. Some initial results of the tuning procedures have appeared in Ref. [17, 18].
A final version of the results should appear very soon as Ref. [17]. It would appear sooner were we
not writing proposals. In Sec. III B we describe the determination of the strange quark mass and
the lattice spacing.

Finally, another reason for choosing the Clover action is because spectrum scaling violations
of masses are quite small, at least in the quenched case. With a non-perturbative determination
of the Clover coefficients at the target lattice spacing of a = 0.1 fm, the scaling violations are
about 1% in amvector/

√
a2σ [19]. These previous scaling studies used an isotropic quenched action.

We have verified that anisotropic versions of the quenched Wilson fermion action and tadpole-
improved Clover action follow the expected scaling forms, as shown in Figure 4. In particular,
we have checked the scaling with a thin-link and three-dimensionally smeared Stout-link Clover
action. The Stout-link smeared Clover action point is compatible with the scaling.

Lastly, we note that very recently a paper appeared by the Budapest-Marseille-Wuppertal
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FIG. 5: The left-hand panel shows the “JLab” plot. The horizontal and vertical axes are ratios of QCD
stable hadron masses whose leading order χPT dependence is on the light quark (ml) and strange quark
masses (ms). The hatched regions correspond to the infinite quark mass limits of the light and the strange
quark. Shown are 3 different strange quark mass simulations. The physical limit is the red circle. The green
diagonal line is the Nf = 3 line. The normalizations of the axes is chosen to give 1 in the infinite quark
mass limit. The green symbols are 123 × 96 Nf = 2 + 1 runs varying ml. The blue symbol is a 163 × 128
simulation at the same mass as the lightest 123 × 96 point - the latter is presumably finite volume effected.
The green dashed line is a line of slope 1/2 anchored by the corresponding Nf = 3 point. The cyan symbols
are the current Nf = 2 + 1 simulations. The red horizontal line is a slope of 1/2 anchored by the physical
limit. We see that the current simulations lie close to this line indicating the strange quark mass is close
to the physical value (at this lattice spacing). The right panel shows the same information, but now the
vertical axis is at leading order χPT solely the strange quark mass.

Collaboration [20] describing the scaling behavior of Nf = 3 dynamical isotropic four-dimensional
stout-smeared Clover fermions. They use tree-level coefficients. They studied the scaling of the
π, ρ, N and ∆ across 5 couplings and several masses, interpolating to mπ/mρ = 0.67 making the
same kind scaling test as shown in Fig. 4, but for an Nf = 3 world. No significant deviation of the
hadron masses was observed from O(a2). Very small scaling violations were observed (from 3% to
5%) over the large range of lattice spacings studied.

An important concern about this project from the beginning is whether a first-order phase
transition might occur at small pion masses due to lattice artifacts (for example, see Ref. [14]).
This transition is purely a lattice artifact and specific only to Wilson-like fermion actions. We
expect that the gauge link-smearing decreases the critical βc where this transition occurs. In
addition, improving the gauge action appears to weaken the transition (Ref. [21]). The isotropic
calculations described above in Ref. [20] did not find such a phase down to 170MeV pions and a
fairly coarse lattice. We have not see the presence of such a phase, either.

B. Parameters

Restricting the lattice spacing to a useful range of values while simultaneously determining the
strange quark mass has been the most human time consuming part of the project so far. Our
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first attempts to set the scale and strange quark mass followed other groups; namely, we chose a
coupling and (modulo the intricate anisotropic tuning procedures outlined in Sec. III A) tune the
quark mass in an Nf = 3 calculation to where the ρ mass is the physical φ mass. The φ is a
convenient choice since it is expected to be nearly pure s̄s. Here, r0/as is used to set the scale at
this non-zero quark mass; however, r0 is taken to be the value in the physical limit. We found in
our case that this prescription failed miserably, and instead we developed another method that is
quite straightforward.

The simplest way to describe the method is to show the result which is in Fig. 5. The hori-
zontal axis is proportional to (mπ/mΩ)2 which to leading order χPT is the light quark mass. The
horizontal axis is (2m2

K − m2
π)/m2

Ω which to leading order χPT is the strange quark mass. The
diagonal line is an Nf = 3 world. The red circle is the physical value. The normalizations are
chosen so that the horizontal and vertical coordinates are one in the infinite quark mass limit. The
particles chosen are all stable under the strong interactions.

Thus, at this leading order, one can (again) choose a coupling and vary the quark mass in
an Nf = 3 calculation to where the horizontal projection from the diagonal line (the Nf = 3
calculation) gives the physical value on the horizonal axis - hence a measure of the strange quark
mass. As shown in Fig. 5 this method works well. At this coupling and anisotropies, we have
three separate strange quark mass simulations with two of them having corresponding Nf = 2 + 1
calculations. We see the larger strange quark mass simulations to lie close to a line anchored by the
Nf = 3 value. No fitting (like chiral extrapolations) is involved at this stage. The lower strange
quark mass value falls close to the red dashed line anchored by the physical limit. We see our
current runs are falling on this line indicating we have a fairly well chosen value for the strange
quark.

The next step is to determine the lattice spacing which now involves chiral extrapolations. We
have extrapolated the Ω simultaneously in m2

π and m2
K to the physical limit where mπ/mΩ and

mK/mΩ take on their physical values. We note that one can also use as variables the axes lΩ and
sΩ as shown in Fig. 5. This procedure gives as = 0.120(3)fm using the φ and as = 0.118(4)fm
using the Ω. Using our anisotropy of ξ = 3.5, the temporal lattice spacing is a−1

t = 5.83GeV. We
are working on a report of this scale determination to be presented in Ref. [22], so we consider the
lattice spacing determination tentative until we are completed.

We contrast this pleasant situation with the first prescription for finding the strange quark
mass. We found that setting the lattice spacing and the strange quark mass gave a lattice spacing
of as = 0.21fm using r0 = 0.462fm determined by MILC in Refs. [23, 24]. However, as we did
Nf = 2 + 1 calculations with ms fixed, we found significant variations of the r0/as and strange
quark quantities like the φ and Ω. The lattice spacing determination above gives as = 0.12fm; a
huge variation. Thus, disentangling the quark mass and the lattice spacing determination has been
crucial to making progress.

C. Production Plans

Our multi-year plan is to generate a large number of configurations from high statistic runs.
Since we find the time per trajectory grows mildly with decreasing quark mass - even down to
a 171MeV pion mass, we find no advantage in having many masses except possibly for chiral
extrapolations. However, there are some physics contraints: we need a large mass run well above
mπ = 600MeV to avoid strange quark threshold effects for the exotic (strange quark) π1 radiative
transition (Dudek’s proposal). Consequently, there is a need for some mass near the threshold.
These do not need to be large volume runs.

The main focus in the near term (few years) will be production at mπ = 315MeV at 203 × 128
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mπ(MeV) 163 × 64 243 × 64 323 × 96
400 1535 680
572 861 871

TABLE I: The final number of configurations generated as part of the initial studies. The Nf = 2 anisotropic
Wilson gauge and fermion was used with as = 0.11fm, as/at ∼ 3.0, and mπ = 400MeV and 572MeV.
Configurations were saved every 10th traj. for the 163 × 64 sizes, every 20th traj. for the 243 × 64 at
572MeV, and mostly every 10th traj. for the 400MeV point. The 323 × 96 was saved every 20th traj. The
configurations are available via the ILDG.

mπ(MeV) ml ms volume # traj.
1606 -0.054 -0.054 123 × 96 4670
1146 -0.0699 -0.054 123 × 96 5550
820 -0.0794 -0.054 123 × 96 4770
668 -0.0826 -0.054 123 × 96 3885
657 -0.0826 -0.054 163 × 96 1800
1341 -0.0618 -0.0618 123 × 96 2000
875 -0.0743 -0.0743 123 × 96 6000

163 × 128 2000
580 -0.0808 -0.0743 123 × 128 2535

163 × 128 1500
456 -0.0830 -0.0743 163 × 128 700

243 × 128 500
315 -0.0840 -0.0743 163 × 128 500

243 × 128 500
171 -0.0850 -0.0743 243 × 128 500

TABLE II: Current inventory (Feb. 28, 2008) of Nf = 2 + 1 anisotropic Clover runs at β = 1.5, as =
0.12fm, ξ = 3.5, a−1

t = 5.83GeV. The smaller strange quark mass ms = −0.0743 is the final target value.
Configurations have been saved every 5th trajectory.

and 243 × 128 corresponding to Ls = 2.4 (mπL = 3.8) and 2.9fm (mπL = 4.5) and Lt = 4.4fm, as
well as production at mπ = 250MeV. We believe that 30k trajectories are needed for an adequate
spectrum determination based on the Nf = 2 results in Fig. 2 which used 20k trajectories. As we
go to a lighter pion mass, we expect we will need more configurations and hence more trajectories.
Currently, we have been saving every 5th trajectory as a checkpoint. At 243 × 128, we anticipate
archiving every 10th trajectory. We give an inventory of runs to date in Table II.

Given discussions with other groups and among the proponents of proposals using these con-
figurations, there was a desire to have an intermediate mass value at mπ = 400MeV. For it to be
useful, it needs to be at least 203 × 128 (mπL = 4.8). These configurations need to be available
sooner so that at least a simple linear chiral extrapolation could be made using the mπ = 315MeV
and 400MeV pion mass values. We see this as nice feature, and hence propose this for using cluster
resources.

As more resources become available, our first choice at this time is to move to a 250MeV pion
mass and do 243 × 128 (mπL = 3.6) and then 323 × 128 (mπL = 4.8). However, we are well aware
that a larger volume, 323 × 128 might be needed at mπ = 315MeV. We therefore leave open this
possibility based on physics needs and/or the needs of other consumers.
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IV. SOFTWARE

Our dynamical anisotropic Clover gauge generation has been using the Chroma HMC code
with RHMC for the three flavors, and multi-timescale integration. Currently, the Clover action
is four-dimensionally even-odd preconditioned. We have compared RHMC to Hasenbüsch style
mass preconditioning for the two light flavors and found RHMC to have a lower overall cost. This
portable code ran on the QCDOC for 2 years. The Clover CG inverter runs at about 265 Mflops
per node on a QCDOC rack for typical subgrid sizes such as 44. On the 6n cluster, the CG runs
at about 1950 Mflops/6n-node while the multi-mass inverter - what is used in RHMC - runs at
typically 1400 Mflops/6n-node on both the 6n and 7n clusters up to 512 cores and 163×128 lattice
sizes.

Extensive optimizations have gone into the code to support the Bluegene architectures including
support for the Bagel utilities. In particular, Clover runs have been made on the San Diego BG/L.
We anticipate the code will easily port to the BG/P. We stand ready to incorporate further BG/P
improvements in the future.

At ORNL, after the dual core upgrade of the machine to a Cray XT4, and the “upgrade” of
the operating system to Compute Node Linux (CNL), we find a Mflop/core performance resulting
in 1400 Mflops/cray-node which is equal to the performance of the 6n cluster. We note that on
comparing the performance before and after the operating system change to Linux, the performance
has dropped by 25%.

As part of our on-going software development, we have reimplemented the inverter and all of
HMC to use version of the Clover action with “temporal preconditioning” (Ref. [25]). Here, the
one-dimensional time derivative of the action is pulled out and inverted directly. We find that the
condition number (and hence the CG count) of the Clover-Dirac operator to be improved by a
factor of 2.6. Unfortunately, we see no real improvement in RHMC integration times - the MD
forces are not noticeably lowered. This is because RHMC is so efficient - it adds positive mass
shifts to the Dirac operator thus effectively lowering the condition number. There is then little
critical slowing-down, and therefore, not much room for improvement with the new preconditioner.
However, we have not tested the method at much lower quark masses, so there is still room for
improvement. A bigger improvement from time preconditiong can come from reorganizing the data
as described next.

The ORNL run-time environment forces us to run at very large core counts - typically a minimum
of 8192 cores. The problem sizes per core are quite tiny, and we are latency bound. We are thus
changing the data-layout that is used by the temporal preconditioner so that the 3D Wilson-Dirac
operator has the “time” as a fastest varying index. Thus, we can have a large vectorization of
the time index resulting in much larger aggregated communication sizes. Larger communication
packets amortizes out more the latency, hence we can go to much smaller problem sizes per node,
and hence to much larger machine sizes. We anticipate this first stage of the work to be completed
within a few months.

V. REQUIRED RESOURCES

To determine our computational needs, we must take into account how the ratio of spatial to
temporal lattice spacings as/at = ξ affects scaling. We use the scaling ansatz

Costtraj = ξ1.25

(
fm
as

)6

·
[(

Ls

fm

)3 (
Lt

fm

)]5/4

· [C1 + C2/ml] . (1)
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Ls(fm) 1.92fm 2.4fm 2.9fm 3.8fm
mπ(MeV) 163 × 128 203 × 128 243 × 128 323 × 128
875 10k, JLab[0.20M](8.4)
580 20k, JLab[0.48M](5.6)
400 20k, JLab[1.35M](4.8)
315 30k, JLab[2.35M](3.8) 30k, ORNL[4.66M](4.5) 30k, [13.7M](6.0)
250 30k, [4.44M](3.6) 30k, [16.0M](4.8)

TABLE III: Cost estimates in Millions of 6n-node hours for lattice production. Configurations would be
saved every 5th trajectory. The cost is assumed to scale like Eq. 1, namely like a−6. The entries are
#traj,location[M-6n-hours](mπL). The number of traj. is indicated by the “k”. At 163× 128 and 203× 128
the configurations will be archived every 5th traj. At 243 × 128 and above they will be archived every 10th
traj. The JLab (red) entries are what are proposed for the 2008 allocation period. The ORNL runs (blue)
are underway now. While JLab is indicated, the code could be moved to another system. The 323×128 run
at 315MeV (green) is a contingency, and is only shown to demonstrate the cost - it is not being proposed in
this time period. The 250MeV pion runs (cyan) are eligible to be moved or allocated to available resources,
including BG/P, should they become available.

This is the cost of producing a fixed number of trajectories, and does not take into account any
critical slowing down in the quark mass, hence the scaling like 1/a6

s. We note that there is an
overall factor of ξ1.25 arising from the volume5/4. The upshot is that we have taken one direction
close to the continuum limit, so we must pay for it. This scaling ansatz with a linear separation of
scales appears to be dictated by the data shown in Table II for the ms = −0.0743 runs; namely, we
find a scaling that is not compatible with a single power law behavior in mπ. This parameterization
fits the timings observed from a 875MeV pion down to a 171MeV pion.

In Table III we present the cost estimates for our desired production model. In particular, the
bulk of the time is in the 400MeV and 315MeV runs which requires time in the next allocation
year for USQCD clusters. We note that while JLab is indicated, we can run on other clusters.
The ORNL time will be used for the 244 × 128 runs. We note it cannot be finished under the
current allocation. Should more resources become available, we could split off a stream and run
it in parallel at another site. The 250MeV runs could straightforwardly begin on other resources,
or continue on at ORNL given a renewal of the INCITE time. The 163 × 128 runs at 870MeV
can be finished in the current year, but not the 580MeV runs. Thus, the total time request is
0.48 + 1.35 + 2.35 = 4.18M-6n node hours.

We point out that the 2007 allocation for this proposal on USQCD resources was 1.2M-6n hours.
The 2007 INCITE time was 10M hours on the Cray, which for part of the year was a Cray XT3.
The 2008 INCITE time is only 7.1 M Cray hours. After upgrade of the machine and the change
of the operating system the time is equivalent to 3.5 M-6n hours.

VI. DATA SHARING

The Nf = 2 anisotropic Wilson lattices have been archived on the ILDG in single precision1.
They also have been stored at JLab on tape. The Clover lattices will be put on tape at JLab, and
made available to the whole collaboration as they are generated. However, given that the current
ILDG implementation at FNAL makes all configurations public, the Clover lattices will not be

1 The 323 × 96 lattices are not yet on the ILDG pending initial analysis
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placed there immediately.

VII. DATA STORAGE

The Nf = 2 Wilson lattices have been stored on tape at JLab in single precision, taking roughly
3TB of tape to hold.

All Clover configurations will be archived in single precision. The 163× 128 Clover lattices will
be archived every 5th traj. For the two mass sets proposed, this requires roughly 2TB of tape.
The 203× 128 Clover lattices will be archived every 5th traj. For the two mass sets proposed, this
requires roughly 3TB of tape. The 243 × 128 Clover lattices will be archived every 10th traj. For
the two mass sets proposed, this requires roughly 2TB of tape. Thus, the grand total is 7TB of
storage. The cache disk space requirements are set by the tape storage. The maximum would have
the entire data on-line, so 7TB of disk storage.

Under the current 2007 gauge generation allocation, the amount of tape storage used is roughly
3TB. The work disk space that is used is about 4TB.

VIII. EXCLUSIVITY

The follow-on computation of the excited resonance spectrum for both baryons and mesons
in the light-quark sector are considered exclusive elements of this proposal. Otherwise, there are
additional proposals requesting specific calculations.

APPENDIX A: DETERMINING RENORMALIZED ANISOTROPY PARAMETERS

APPENDIX B: ACTIONS

We use the tree-level tadpole-improved O(a2)-improved Symanzik gauge action:

Sξ
G =

β

Ncξ0





∑

x,s>s′

[
5

3u4
s

Pss′ − 1
12u6

s

Rss′

]
+

∑
x,s

[
4

3u2
su

2
t

Pst − 1
12u4

su
2
t

Rst

]

 , (B1)

where the ξ0 is the gauge anisotropy, and us and ut are the tadpole factors. This gauge action was
used in Ref. [10]. We adopt the clover fermion action described in Ref. [8],

atQF =
1
ut

{
utm̂0 + Ŵt +

ν

ξ0

∑
s

Ŵs − 1
2

[
ct

∑
s

σtsF̂ts +
cs

ξ0

∑
s<s′

σss′F̂ss′

]}
. (B2)

Here ν is the ratio of the bare fermion and gauge anisotropy. The gauge links are 3d stout-link
smeared gauge fields with parameters ρ for the smearing weight with nρ iterations of stout-link
smearing. The cs,t are the spatial and temporal clover coefficients which are set as follows:

cs =
ν

ũ3
s

, ct =
1
2

(
ν +

1
ξ

)
1

ũtũ2
s

; (B3)

where ũs and ũt are stout-smeared tadpole factors. Hereafter, we fix ut = ũt = 1.
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Tuning of gauge and fermion anisotropies is done in Nf = 3. We used: β = 1.5 with a target
anisotropy of ξ = 3.5. We 3D Stout-link smear with nρ = 2 and ρ = 0.14. In what follows later we
will adopt the conventions:

γg = ξ0, γf = ξ0/ν (B4)

for the bare gauge and fermion anisotropies. We see that γf is the ratio of scale factors between
the temporal and spatial quark derivative operators.

The smeared and unsmeared tadpole factors were found from a self-consistent determination
for many β, but at fixed mass, gauge and fermion anisotropies, and at ρ = 0.14 and nρ = 2 and 1.
The smeared tadpole factors enter the clover coefficients, and the unsmeared tadpole factors enter
the gauge action. These self-consistent values we then used to determine a Pade approximation.
The perturbative values supplied by Justin Foley were further used to constrain the fit. We then
only use the parameterized values of the tadpole factors in our subsequent work. We have found
these values to be fairly robust; namely, we find that after we have changed the mass and the bare
anistropies during the tuning process, that measured values of the tadpole factors agree to within
a few percent of the parameterized values.

1. Gauge Anisotropy

We measure ξg by Klassen’s method [26]:

Rs(x, y) = Rt(x, ξgy), (B5)

where

Rs(x, y) =
Wss(x, y)

Wss(x + 1, y)
, (B6)

Rt(x, t) =
Wst(x, t)

Wst(x + 1, t)
, (B7)

are the ratios of spatial-spatial and spatial-temporal Wilson loops, Wss(x, y) and Wst(x, t), respec-
tively. We determine ξg by minimizing

L(ξg) =
∑
x,y

(Rs(x, y)−Rt(x, ξgy))2

(∆Rs)2 + (∆Rt)2
, (B8)

with ∆Rs and ∆Rt the statistical errors of Rs and Rt. To avoid short range lattice artifacts, x
and y should not be too small. In practice, loops of size greater than 4× 1 were sufficient.

While this method was originally proposed for use in gauge actions with periodic boundary con-
ditions, we note it can be applied to the case of a constant background field. The basic observation
is that if we use Wilson loops orthogonal to the background field direction (the boundary condition
direction), the flux from the background field that propagates should cancel in the ratios Rs or
Rt. However, we must avoid using any Wilson loops that have links in the boundary condition
direction. Thus, in our two sets of dynamical calculations with the boundary condition first in
the “t” and then the “z” direction, we use the latter for determination of the renormalized gauge
anisotropy.
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2. Fermion Anisotropy and potential

After testing several different strategies for determining the fermion anisotropy, we opted for
the simple and standard definition - namely, through the pion dispersion relation. We define the
renormalized fermion anisotropy via

a2
t Eπ(p2) = a2

t m
2
π +

a2
sp

2

ξ2
f

. (B9)

For this determination, we use an anti-periodic boundary condition in time calculation for Nf = 3.
With these boundary conditions, we can also determine the gauge anisotropy as in Sec. B 2, but
not without the background field. We can also measure the static quark potential.

3. Tuning Conditions

We finally arrive at our renormalization conditions for tuning the anisotropy parameters. The
basic idea is that Ward identities must hold even in finite volume and with a background field. We
will impose that the renormalized gauge ξg determined in Eq. B8 must equal the desired anisotropy.
For the and fermion anisotropy ξf In addition, the chiral limit is determined by imposing that
Mt = 0. This latter constraints allows for a non-perturbative estimate of the critical mass in the
O(a)-improved theory.

We parameterize ξg, ξf and Mt as functions fi(γg, γf ,m0). For simplicity, we choose functions
of the bare parameters with the form

ξg(γg, γf ,m0) = ag + bgγg + cgγf + dgm0 (B10)
ξf (γg, γf ,m0) = af + bfγg + cfγf + dfm0 (B11)

Mt(γg, γf ,m0) = am + bmγg + cmγf + dmm0. (B12)

These equations are linear functions in the coefficients. We can choose higher powers of the bare
parameters such as a m2

0 term; however, the coefficients are still linear. We use our numerical
calculations in the “z” and “t” directions varying the bare parameters as independent points to
fit to these “hypercubes”. Each hypercube is fit independently – they do not all need to have the
same set of bare parameters.

Once these coefficients are determined, we impose our renormalization condition

ξg(γ∗g , γ∗f ,m∗
0) = ξ (B13)

ξf (γ∗g , γ∗f ,m∗
0) = ξ (B14)

Mt(γ∗g , γ∗f ,m∗
0) = 0 . (B15)

If only linear terms in the bare parameters are used, then the intersection of these three hypercubes
is the solution of a 3 × 3 linear system of equations. If higher order terms are used, then the
intersection is the root of a system of functions. The fitted parameters determine the critical
point. We then extend this determination to the case

ξg(γ′g, γ
′
f ,m′

0) = ξ (B16)
ξf (γ′g, γ

′
f ,m′

0) = ξ (B17)
Mt(γ′g, γ

′
f ,m′

0) = atmq . (B18)

We vary mq to find a line of constant physics with only the quark mass changing.
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However, the upshot has been that the fits are basically unconstrained in the quark mass.
Even for a fixed bare mass, the renormalized anisotropies tend to follow a simple one variable
parameterization. Namely, we have found that we could choose equally well various pairs of (γg,γf )
where the renormalized anisotropies lie on the target value. There is not much constraining the
values. We are thus free to choose a particular pair.

Even though we have used fixed Clover coefficients (c.f. Eq. B3), we can nevertheless check
whether these coefficients for our Stout-smeared fermion action satisfy the non-perturbative tuning
conditions. Without going into details here, we check for variations of the PCAC by varing the
source boundary for the PCAC mass determination. We find mass differences consistent with zero
indicating that, although we did not non-perturbatively tune the Clover action, we nevertheless
find that in fact it is consistent with being non-perturbatively tuned. This reason, of course, is the
Stout-link smearing. A paper is expected shortly giving details of our methods [17].
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